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A B S T R A C T

Recent advances in Machine Learning and Deep Learning have significantly

expanded their applications in various domains. The resource-intensive process

of training deep neural networks, in terms of substantial labeled data acquisition

and computational power, makes these models valuable intellectual property

for organizations, hence rising an increasingly crucial need for securing them.

A major security threat to deep neural networks is the adversarial examples

problem, specifically the black-box type. In these attacks, adversaries generate

inputs with often imperceptible crafted perturbations to deceive the model into

incorrect classifications, all with no access to the model internals and solely by

interacting with it via queries and responses. Among the two primary methods

for creating black-box adversarial examples i.e. model extraction-based and

query-based approaches, this research focuses on the query-based type, and it

explores a novel defense mechanism to mitigate their success. Our proposed

method called Divergent Twins Fencing (DTF), employs two subtly different

models trained with two different loss functions to incline the execution burden

of these attacks. The evaluation criteria for this defense method include

measuring the success rate and the average number of queries required to

generate adversarial examples using two of the most potent attack methods

from recent studies and comparing its defense performance against a leading

defense strategy in the literature, i.e., Random Noise Defense (RND) Method,

demonstrating our method’s efficacy in enhancing model security against

black-box adversarial attacks.
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1 Introduction

Machine Learning algorithms, particularly deep
neural networks, are widely used in various ap-

plications such as sickness diagnosis, anomaly detec-
tion, and malware recognition, etc. Despite their im-
mense power in addressing these issues, they have
vulnerabilities that pose significant risks, especially
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in sensitive or security-related tasks involving human
health or safety. The deployment pipeline of deep
neural networks can be threatened by various attacks
at different stages, from the training phase to the
inference phase, compromising diverse security as-
pects like confidentiality, integrity, accessibility, and
privacy, depending on the threat model.

The vulnerability of deep neural networks to ad-
versarial examples, was firstly identified by Szegedy
et al. [1], who discovered that adding small, crafted
perturbations to input samples could cause the net-
work to missclassify these samples, which are visu-
ally indistinguishable from benign inputs to the hu-
man eye. This significant security flaw in neural net-
works, prompted extensive research into generating
adversarial examples and developing defense mecha-
nisms against them. However, no definitive solution
has been found, and the primary cause of these vul-
nerabilities remains debatable. Some researchers at-
tribute the existence of adversarial examples to flaws
in training algorithms and the inherent linearity or
non-linearity in neural network structures, suggest-
ing the need for new training methods. Others focus
on enhancing algorithm interpretability during the
learning phase. This research specifically addresses
query-based black-box adversarial attacks on deep
convolutional networks.

After reviewing the literature on white-box and
black-box adversarial sample generation and their
defenses, it is evident that adequate defense mecha-
nisms for query-based black-box attacks are lacking.
In these attacks, the adversary can only observe the
victim model’s responses to a series of queries sent by
itself, and also, according to the threat model, it is
assumed that the adversary is only able to send con-
secutive and limited queries to the target model in or-
der to craft adversarial examples, and cannot rely on
building a surrogate model. We introduce a novel de-
fense method called Divergent Twins Fencing (DTF),
tested against query sequences generated by two of
the most powerful query-based black-box attacks in
the literature: “Bandits and priors” [2] and “Natural
Evolutionary Strategies (NES)” [3]. Furthermore, the
effectiveness of DTF is compared to a strong rival de-
fense known as “Random Noise Defense (RND)” [4]
as well.

In this research, we will first introduce a variety
of adversarial example attack classes and defenses
proposed for them in Section 2, specifically the query-
based black-box category. Next, in Section 3 we will
describe DTF defense in detail, after that, the im-
plementation process and results’ analysis will be
discussed in Section 4. In the end, the future work
direction to improve this work will be provided in Sec-

tion 5.

2 Related Work

Various types of adversarial example attacks can be
explored, as well as many defenses to mitigate or
even thwart them. Although our primary focus is on
proposing a defense for query-based black-box ad-
versarial attacks, we will provide a brief overview of
different threat models, attacks, and defenses thereof.
Adversarial example threat models can be categorized
into white-box and black-box attacks based on the
attacker’s level of information access. Additionally,
attacks can be either targeted, aiming to manipulate
the model into a specific miss-classification, or untar-
geted, seeking any incorrect classification.

In the white-box threat model, also known as the
gradient-based threat model, the adversary has com-
plete access to the victim model’s training pipeline,
including the architecture, gradients, loss function,
weights, logits, and even the training data. This al-
lows the attacker to directly use the model’s gradients
with respect to the input features to craft high-quality
adversarial examples. However, this threat model is
less realistic for real-world deployed models. Popu-
lar white-box attacks include L-BFGS [1], FGSM [5],
IFGSM [6], C&W [7], JSMA [8], and DeepFool [9].
These attacks typically use the gradient’s sign to
increase the original sample’s loss while remaining
close to the original sample. Notable defenses against
these attacks are adversarial training [10], subspace
adversarial training [11], certified robustness via ran-
domized smoothing [12], and adversarial robustness
through random weight sampling [13].

In the black-box threat model, attacks can be ei-
ther transfer-based (substitute model-based) or query-
based. In transfer-based attacks, the attacker uses a
surrogate model that may have a different or similar
architecture to the victim model since the attacker
has no knowledge of the model’s internals. The at-
tacker queries the victim model with random data,
a subset of the model’s training data (if accessible),
or other same-task data to obtain labels using the
victim’s predictions. The surrogate model is then
trained with this labeled data to mimic the victim’s
behavior. Afterwards, the attacker employs a white-
box adversarial crafting method to generate adver-
sarial examples on the surrogate model and transfers
these samples to the black-box victim model. This
approach leverages the transferability trait of adver-
sarial examples. Notable research in this threat model
includes JBDA [14], Knockoff Net [15], DaST [16],
PO-TI [17], and the Adaptive attack [18]. Also, ef-
fective defenses against these attacks are ensemble
adversarial training [19], the PRADA defense [20],
and HODA defense [21].
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In query-based attacks, the adversary interacts
with the victim model only through queries and their
responses, without relying on any surrogate models.
Based on the type of response the victim model re-
turns, the attacker may receive a complete probability
vector indicating the likelihood of the sample being
classified into each category (i.e., the entire prediction
vector) or just the top-k predictions. Alternatively,
the attacker might only have access to certain confi-
dence scores that do not sum to one. These outputs,
whether probability vectors or confidence scores, fall
under the score-based attack threat model. Notable
score-based attacks include ZOO [22], QMETA [23],
P-RGF [24], ZO-ADMM [25], TREMBA [26], Square
Attack [27], ZO-NGD [28], PPBA [29], SimBA [30],
NES [3], and Bandits and Priors [2].

Another type of query-based black-box adversar-
ial attack is known as decision-based attack. In this
threat model, the attacker only has access to the final
decision labels of the victim model or the top-k labels
generated for the query sample. This scenario poses
an even more complex challenge for the attacker due
to the minimal information available for crafting ad-
versarial examples. Notable decision-based attacks in-
clude the Boundary Attack [31], qFool [32], HSJA [33],
GeoDA [34], QEBA [35], RayS [36], SurFree [37], and
NonLinear Boundary Attack [38].

As mentioned earlier, our primary focus is on query-
based attacks. In these attacks, since the attacker
lacks access to the model’s internals, particularly the
gradients, they use gradient estimation algorithms like
the Finite Difference Method. Attacks such as ZOO,
NES, and Bandits and Priors utilize this method dur-
ing the gradient estimation phase to advance in the
optimization process for maximizing the loss func-
tion to craft adversarial examples. ZOO estimates the
gradient for each standard basis vector direction in
the feature space. NES estimates a more significant
number of gradients in a single step and uses the av-
erage for optimization. Bandits and Priors perform
an additional optimization on the gradient estima-
tion process to make more informed steps. NES and
Bandits attacks will be used in our experiments as
they are among the most potent attacks in the liter-
ature, with a solid mathematical foundation. Other
notable attacks that improve the gradient estima-
tion phase or the optimization function include the
Subspace Attack [39], OPT [40], SignOPT [41], and
AutoZOOM [42].

Also a thorough survey and an extensive sum of
experiments on several attack algorithms has been
carried out in [43] to sort out a detailed analysis on
the state of the literature at hand as well as the future
roadmap of this field.

One of the most renowned defenses against query-
based attacks is the Random Noise Defense [4]. This
method adds a small amount of Gaussian noise to the
input sample, controlled by a coefficient, altering the
output confidence score. This action disrupts the gra-
dient estimation process for attackers without affect-
ing benign users. We will consider this defense as the
primary rival to our DTF defense in the subsequent
sections as it is one of the most powerful defenses in
the literature to the best of our knowledge.

3 Proposed Method

In this section, we will first discuss the process of
developing our Divergent Twins Fencing defense
method, including the challenges encountered and
the rationale behind our approach. We will then
examine the noteworthy details related to it.

3.1 Common Procedure in Most Query-
based Black-box Adversarial Attacks

As stated in previous sections, many query-based
black-box attacks involve some form of optimization
problem —except for attacks like the Boundary At-
tack, which use innovative and heuristic methods
to find adversarial examples. For example, a white-
box adversarial example crafting method, such as
FGSM [5] or C&W [7], is considered, and an attempt
is made to optimize the target function defined in
these methods using gradient estimation techniques.
As mentioned before, in the black-box threat model,
the attacker has no access to the architecture of the
target neural network and, therefore, lacks informa-
tion on the exact value of the gradient of the target
function with respect to the inputs. As a result, the
attacker must estimate the gradient using various
methods.

One of the most popular methods for estimating
the gradient is the Finite Difference Method, as in-
troduced in Section 2:

∇f (x0) ≈
f
(
x0 + δ

→
ϵ
)
− f (x0)

∥δ∥
(1)

Where
→
ϵ is a random or a specific direction vector

with δ as its magnitude. Simply put, the attacker
queries the target neural network with sample x0,
aiming to create an adversarial example. By applying
a minor perturbation in a specific direction to the

sample, represented by the vector
→
ϵ with magnitude

δ, the attacker slightly modifies sample x0. They then

query the modified input x0 + δ
→
ϵ . After this, the

gradient is computed using the equation mentioned
earlier, and the attacker proceeds with their opti-
mization algorithm, likely for a single step. Another
approach is to calculate this gradient estimate in vari-
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ous directions of
→
ϵ and use an average of these differ-

ent gradient estimations [3]. The attacker then takes

x0 + δ
→
ϵ as the new base sample, applies a perturba-

tion in a new direction, queries again to calculate the
current gradient, and continues with their algorithm.
They may also query some dummy samples x1, x2, . . .
to the target model, not for crafting adversarial ex-
amples but to confuse any monitoring defense mech-
anisms. However, since the black-box threat model
provides the attacker with limited information and
users are restricted in the number of queries they can
send, additional queries can be costly. Therefore, this
bypass method may not be commonly employed.

3.2 A Proposal for Bypassing the Finite
Difference Method

If we can disrupt the utility of the Finite Difference
Method in estimating the gradient by slightly alter-
ing the target model’s outputs on perturbed inputs,
without decreasing the target model’s accuracy on
samples or losing generalization, a wide range of black-
box attacks that use gradient estimation will perform
poorly. To achieve this, we can use two models, f and
h, with the same architecture, both maintaining high
accuracy on training and test data. However, these
two models should behave differently around natural
samples on perturbed inputs in terms of direction,
without compromising their accuracy. This discrep-
ancy can disrupt the estimated gradients calculated
using the Finite Difference Method, distinguishing
the estimated gradient from the actual gradient. Each
time, one of these two models will transparently han-
dle the attacker’s samples. Since both models function
properly on the data, the attacker will not be able to
detect the constant alternation between the victim
models. Consequently, the attacker will query differ-
ent models and build the Finite Difference Method
on the outputs of two different models, expecting to
estimate the gradient of an invariant target and opti-
mize the function in the correct direction. However,
the estimated gradient will have a misleading direc-
tion. As stated before, this defense is called Divergent
Twins Fencing or DTF.

3.3 Defining a Proper Loss Function

We train a base model f in a standard manner us-
ing a common optimization function, such as Cross
Entropy. After achieving an acceptable accuracy, we
employ this trained model f in the training proce-
dure of the twin model h by embedding f itself into
h’s loss function. This loss function must be designed
to help model h reach an admissible accuracy while
introducing the desired fluctuations at the same time.

We will now train model h to perform well on both

the training and test data by using the Cross Entropy
loss term here as well, achieving a high accuracy, but
not forcing it to have the exact same output value as
model f , for the same inputs. Additionally, make the
required changes on perturbed inputs compared to f
at the same time. So, The loss function of h can be
defined as follows:

argminweights [CrossEntropy (h (x) , y) +

CosineSimilarity

(
f

(
x + δ

→
ϵ1

)
, h

(
x + δ

→
ϵ2

))
]

(2)

With
→
ϵ 1 and

→
ϵ 2 being two random Gaussian direc-

tions and δ is their magnitude. A reminder that per-
turbation refers to a deliberate, slight change made by
an attacker. As defenders, we often lack information
about the circumstances surrounding the perturba-
tion and its precise magnitude. However, in this study,
to simulate such perturbation in the training process
of model h, we employ random noise drawn from
the Gaussian distribution. If the above formulation is
employed appropriately in the training process of h,
the attacker’s gradient estimation procedure will en-
counter some disruption. This is because the attacker
expects to estimate the gradient of a stable model as

in Equation 1, which
→
ϵ is a normalized direction and

δ specifies its magnitude. However, the attacker may
encounter a result similar to the following relation:

h
(
x0 + δ

→
ϵ
)
− f (x0)

∥δ∥
(3)

With
→
ϵ as the direction it wants to estimate the gra-

dient in and δ as its magnitude, without even notic-
ing the miscalculation, and since we have attempted

to maximize the difference between f(x0 + δ
→
ϵ ) and

h(x0 + δ
→
ϵ ) in terms of direction, the results can di-

verge. Consequently, the direction of movement based
on the estimated gradient in the attacker’s adversar-
ial example crafting method becomes deceptive and
corrupted.

In the presence of sufficient resources during the
training process, we can involve standard basis vectors

for every sample x in the training data in the
→
ϵ

directions as well, such as i, j, and k in 3D space.
This approach guarantees a difference between the
outputs of the two models for noisy inputs in many
orientations. However, in higher dimensions, this can
be time-consuming. The size of the δ noise can also
be significant. Some attacks, namely OPT [40], begin
the attack from the original sample, adding small
perturbations while staying as close as possible to
the original point, making minimal changes to create
an adversarial example. Other attacks start from a
sample in the target class - if the attack is targeted -
or from a sample in any class other than the original,
starting as far away as feasible. It is conjectured that
training model h with small δ values can be more
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effective against the first type of attacks, while larger
δ values are more effective against the second type.

For an efficient defense, we can rapidly and adap-
tively change the value of δ during the training pro-
cess. Another key point is that for each sample x in
the proposed method, we take a single step in the ran-
dom direction ϵ by the amount δ to introduce a dif-
ference. However, if resources allow, we can progress
recursively until a specific threshold is reached. Con-
sider x as a sample from the training set. First, we
optimize the cross-entropy relation for sample x with
label y alongside the cosine similarity expression. We
perform the cross-entropy computation, noting that

we can determine if x+ δ
→
ϵ still belongs to class y

using model f . Next, we compute the cosine similar-
ity for x+ δϵ+ δϵ′ and minimize the function, then
proceed to the next step for x+ δϵ+ δϵ′, and so on.

This recursive process can enhance the difference
between the twin models on perturbed inputs crafted
by the attacker while maintaining the accuracy of the
twin model h up to a certain threshold. It’s important
to note that this procedure might cause overfitting
of model h on the aforementioned data. To prevent
overfitting while still covering the recursive approach
during the training phase, we can use a mini-batch
for each training sample x; This mini-batch includes

x+ δ
→
ϵ , x+ δ

→
ϵ +δ

→
ϵ′ , and so on, with its size equal

to the number of recursive steps we intend to take
for each sample.

We do not need the labels corresponding to the
noisy samples in these mini-batches, which were eval-
uated by the base model f , because we only use the
data in each mini-batch to increase the cosine similar-
ity of the two models’ outputs and these noisy data
do not play a role in cross-entropy optimization. We

must also ensure that the
→
ϵ vectors used in each re-

cursive step and the input mini-batches of each model
in the cosine similarity expression are different.

4 Implementation and Evaluation

In the following sections, we will provide detailed
instructions on how to train the specified models and
implement the proposed defense method.

4.1 Training Phase of the Base Model

We consider a baseline model f with a ResNet18
architecture, trained in a standard manner as a typical
neural network. The training process involves using a
learning rate of 0.001, the stochastic gradient descent
optimizer, and cross-entropy loss over 100 epochs
on the CIFAR-10 data set. The data set comprises
colorful images with dimensions of 3x32x32 and ten
output categories. The best accuracy achievable by

a network with this architecture on the CIFAR-10
data set is approximately 94.38% due to its limited
capacity. This architecture was chosen due to the
constrained GPU resources available.

4.2 Training Phase of the Twin Model

Consider another model h with the same ResNet18
architecture. First, we copy the weights from the base
model f into model h. Then, we train h using the
DTF loss function, as previously described, under the
same settings used for training f , except we train h
for 20 epochs with different parameter values for α, β,
and δ. Training this model for 20 epochs takes about
30-40 minutes. In contrast, training the base model
f for 20 epochs takes less time due to the additional
computations required for model h. The parameter
α is the coefficient for the cross-entropy loss, β is
the coefficient for the cosine similarity between the
outputs of the two models on noisy inputs, and δ
represents the magnitude of random noise direction.
The accuracy of model h is expected to be lower
compared to the base model f , but this reduction
can be managed by tuning the hyperparameters α, β,
and δ. Maintaining a high accuracy for model h while
reducing the cosine similarity of the outputs of the two
models on noisy inputs is crucial. Therefore, we set the
α coefficient to 1 in all evaluations. In contrast, the β
coefficient varies from smaller values like 0.1 and 0.2
to larger values like 0.5 and 1. The δ parameter ranges
from minimal values like 0.0001 to 0.1 and 0.2. A
higher β value results in a more significant reduction
in the accuracy of model h. Additionally, increasing
the δ parameter value reduces the effectiveness of the
defense.

4.3 Defense Implementation

Now that we have the two trained models ready, ap-
plying the defense method is straightforward. When
deploying the models for public use, we need to serve
one of the two models to users’ queries with varying
probabilities over different time periods. This means
that for some user queries, model f , and for others,
model h will be used by the same user. Due to the
high accuracy of both models, a typical benign user
will not notice any change in the outputs for consecu-
tive different queries and can use the deployed models
without any issues. However, if the user is a malicious
attacker attempting to use query responses to com-
pute gradient estimations of the target model and
craft adversarial examples, they will encounter differ-
ent models for different inputs. This variability can
confuse adversarial example crafting algorithms that
rely on consistent model outputs for gradient estima-
tion. To enhance the defense, we can employ more
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than two models, further confusing the attacker and
preventing them from identifying the pattern of tar-
get model selection. If using more than two models is
not feasible, we can add a small amount of Gaussian
noise to the outputs. This noise should have a tiny
absolute value to ensure that even if a user queries
the same input multiple times, the outputs will be
slightly different each time, even with the same model.
The noise must be minimal enough not to disrupt the
crafted differences between the twin models’ outputs
on the same input, which have the least cosine simi-
larity and are likely to be exploited by the attacker
using the finite difference method.

4.4 Attacks Used in the Proposed Method
Evaluation

To assess the functionality of the proposed method,
we employ two of the most renowned and powerful
attacks: NES [3] and Bandits [2]. The algorithms re-
lated to these attacks have been discussed in section
2. One reason for selecting these attacks is that they
are used in the evaluation of the competing defense.
This allows for consistent evaluation metrics across
both defenses and makes NES and Bandits suitable
candidates for comparison. We will address the com-
peting defense and compare our proposed defense
results with it later. Additionally, it is important to
note that the Bandits attack is an improvement over
the NES attack, offering a higher success rate and
requiring fewer queries to converge.

4.5 Evaluation of NES and Bandits on the
Proposed Defense

First, we test the attacks mentioned above on a regu-
lar model without any defense methods to measure
their effectiveness. For this purpose, we consider the
base model f with an accuracy of 94.36% after 100
epochs as the targeted victim. We craft adversarial
samples using the two mentioned attack methods on
the test data of the CIFAR-10 data set, which con-
tains 10,000 samples. To build adversarial examples
for each sample in this data set, we restrict the num-
ber of queries, referred to as the budget. The budget
for both attacks is set to 1000 queries.

Two criterions are used to evaluate the effectiveness
of the attacks:

(1) Success Rate of the Attack: This measures how
many adversarial examples, crafted from cor-
rectly classified benign samples, can bypass the
target model and succeed in the attack.

(2) Average Number of Queries Needed: This mea-
sures the average number of queries required to
craft a successful adversarial example.

For the NES attack on model f , the success rate
is 86%, with an average of 342 queries needed. For
the Bandits attack, the success rate is 84%, with an
average of 158 queries needed. Next, we evaluate the
results of the two attacks on the proposed defense.
The results are shown in Table 1. Each line in the
table corresponds to different settings related to the
training phase of the twin model h with the base
model f , including parameters α, β, and δ. The table
also includes the accuracy of model h after 20 epochs,
as well as the success rate and average number of
queries needed for both the NES and Bandits attacks.
If the baseline model f had a higher accuracy, a 1%
or 2% reduction in the accuracy of the twin model h
could be tolerated. However, given that the ResNet18
architecture used in our evaluations cannot achieve
accuracies higher than 94.38% on the CIFAR-10 data
set, we chose not to use settings that would result
in an accuracy reduction of more than 1% in our
tests. Notably, the settings for model h in the first
line represent a scenario where model h was trained
using only the cross-entropy loss function, without
employing the cosine similarity term. This setting,
where both f and h are trained normally, drastically
reduces the success rates of the NES and Bandits
attacks and increases the average number of queries
needed for the NES attack. However, it also decreases
the average number of queries needed for the Bandits
attack, which is undesirable. Nevertheless, the signifi-
cant drop in the success rate of the Bandits attack,
to approximately 50% of its success rate under reg-
ular conditions, makes the reduction in the number
of queries needed negligible, and it is specific to the
data that the attack could craft adversarial examples
for, which accordingly has become a more challenging
task to carry out by the attack algorithm.

The remaining lines in the table show the effect of
the cosine similarity term in the new loss function.
As mentioned before, settings that result in a decline
of more than 1% in the accuracy of the twin model
h have been omitted. For the NES attack, after in-
corporating the new loss function during the training
phase of twin h, there was a 16% drop in the success
rate compared to the baseline defense setting, with
the best case in row 11 of the table. Additionally, the
average number of queries increased by 12 units, as
seen in the settings of rows 3, 8, and 13 in the best
case. For the Bandits attack, the best case (row 2)
showed a drop of about 4.5% in success rate. Further-
more, the average number of queries in the best case
(row 14) for the same attack increased by a maximum
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Table 1. Implementation of DTF defense in different settings and its effectiveness against NES and Bandits attacks

Model h train phase settings NES [3] Bandits [2]

row alpha beta delta acc Success rate Avg # queries Success rate Avg # queries

1 1 0 - 94.30% 0.3551 403 0.3936 57

2 1 0.1 0.0001 93.87% 0.1986 410 0.3496 69

3 1 0.1 0.001 93.86% 0.2016 415 0.3638 71

4 1 0.1 0.01 93.97% 0.2119 358 0.3583 67

5 1 0.1 0.05 94.05% 0.2041 405 0.3585 67

6 1 0.1 0.1 93.90% 0.2018 408 0.3662 70

7 1 0.1 0.2 93.98% 0.2046 413 0.3670 69

8 1 0.2 0.0001 93.53% 0.1992 415 0.3795 74

9 1 0.2 0.001 93.33% 0.2002 414 0.3943 70

10 1 0.2 0.01 93.60% 0.2028 410 0.3930 71

11 1 0.2 0.05 93.48% 0.1960 406 0.3758 72

12 1 0.2 0.1 93.43% 0.2017 413 0.3959 68

13 1 0.2 0.2 93.37% 0.2015 415 0.3842 68

14 1 1 0.01 93.93% 0.1983 407 0.3538 75

of 14 queries. These results for the Bandits attack
are expected due to its efficiency in optimizing the
estimated gradient direction. In the worst case, the
model’s accuracy decreased by about 1% across all
these settings. Generally, the setting in row 8 required
the highest number of queries to craft a successful
adversarial sample. In terms of success rate reduc-
tion, the setting in row 2 caused the most significant
decline compared to the baseline defense setting.

It was expected that higher values of β would result
in a lower success rate and a higher average number
of queries needed. However, the absolute value of the
noise, represented by the δ parameter, also plays a
crucial role in this relationship. Therefore, we cannot
assume a simple, monotonic relationship among these
parameters. What is certain is that there is a tradeoff
between minimizing the cosine similarity term and
maintaining the accuracy of the twin model h. Achiev-
ing the best balance requires careful tuning of these
parameters. It is also noteworthy that in all phases
of the experiments, crafting adversarial examples on
the CIFAR-10 test set is more time-consuming for
the NES attack compared to the Bandits attack. This
is because, for each gradient estimation in the NES
attack, the gradient is calculated multiple times —30
times in our settings— and then averaged. This re-
sults in significantly more computations compared to
the Bandits attack. Overall, running the attack algo-
rithms on the entire CIFAR-10 test set takes about
one hour for the NES attack and approximately 40
minutes for the Bandits attack.

4.6 Effectiveness of the Rival Defense and
Results Comparison with the Proposed
Method

In Section 2, we introduced one of the most power-
ful defenses against black-box adversarial attacks i.e.
the Random Noise Defense or RND. This defense is
considered the primary competitor to our proposed
method. We tested the NES and Bandits attacks on
RND under the same experimental setup as our pro-
posed method. We used the base model f with an
accuracy of 94.36% and deployed RND with differ-
ent noise values for the parameter δ. The best values
for δ identified in the RND research article are 0.01
and 0.02. The corresponding results are shown in Ta-
ble 2. As demonstrated, an input noise coefficient of
0.01 added to the input samples performs better than
0.02 because larger noise values lead to a greater de-
crease in the target model’s accuracy. However, the
0.02 noise coefficient only performs better than 0.01
regarding the average number of queries needed for
the Bandits attack. Overall, the 0.01 noise coefficient
has shown the best performance, reducing the suc-
cess rate of NES from 86% to 18% and Bandits from
84% to 40%. Additionally, it increased the number of
queries needed for NES from 342 to 407.

To compare RND and DTF, we consider the opti-
mal settings for both defenses, which are presented in
the second row of Table 1 for DTF and the first row
of Table 2 for RND. Our analysis shows that RND
outperforms DTF by approximately 1.6% in success
rate against the NES attack. However, DTF performs
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Table 2. RND [4] effectiveness test results against NES and Bandits attacks

target model f NES Bandits

row delta Accuracy Success rate Avg # queries Success rate Avg # queries

1 0.01 93.77% 0.1823 407 0.3929 76

2 0.02 90.59% 0.2231 378 0.4953 84

somewhat better in terms of the average number
of queries. When defending against the more pow-
erful Bandits attack, attacking RND requires more
queries than DTF. Nonetheless, DTF achieves about
4% higher success rate compared to RND, even with-
out enhancements during the training phase of the
twin model h, relying solely on the new loss function.
Additionally, the accuracy of the proposed method
models is tuned superior than that of the rival de-
fense, and in general we perform slightly better.

Another thing to consider is the amount of memory
consumed by our proposed method, as a whole new
model has to be trained and tuned alongside the base
model f . This approach is not detection-based and so
in contrast with all the detection-based approaches
proposed before, which need to save a considerable
number of query sequences for each user to check
whether they are part of an adversarial example craft-
ing method or not, this method will not need a huge
buffer to save all the incoming queries generated by
millions of users. Plus, the fact that we have two mod-
els, can be a help to the load balancing problem. The
limited capacity of the ResNet18 architecture may
have constrained the optimal tuning of hyperparame-
ters and weights for the twin models. However, with
models of greater capacity and more resources, there
is a strong potential for better parameter tuning and,
consequently, improved results.

4.7 Inspecting the Proposed Loss Function
Impact and Overall Discussion Around
the Characteristics of the Proposed
Method

One may be concerned that the amount of improve-
ment seen in some of the comparison fields, is due to
the Delta noise used in the idea of the RND defense
applied to the idea of this article, even though there
are major differences. The random noise utilized in
the RND defense, is applied to the input query, before
being presented to the network, in the inference phase
and only once, however, the Delta noise used in our
proposed loss function, is applied to all the training
set samples, during the training phase and as many
times as the number of epochs chosen, which means
several Delta noises in various distinct random direc-
tions will be applied to each training sample while
training, not only once, and not during the inference

Figure 1. Cosine similarity between the outputs of the base
model f and the twin model f ′ in baseline mode, using the
CIFAR-10 test set without applying the proposed loss function

during the training phase of the twin model f ′

phase.

Of course, due to the usage of two parallel models,
significant storage and memory overheads can be
faced, especially for large models, however, as the
two models work similarly in terms of high prediction
accuracy for the same task, and utilize the same
architecture, some attempts can be made to limit
the differences and changes of each layer weights
and keep many layers of the second model similar
to the first model, and impose the changes only on
specific layers or weights, while still having the most
amount of impact on the outputs for the same inputs
per the adversary’s gradient estimation attempt —
if one decides to use the outputs in a zeroth order
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Figure 2. Cosine similarity for the baseline mode (blue dots)
compared to the twin models f and h trained with the proposed

loss function (red dots) using parameters α=1, β=0.1, and
δ=0.0001

adversarial example crafting algorithm— and for each
sample inference, instead of giving the input query to
a whole other model as one in between, we can only
use specific alternative layers of weights or alternative
weights, to present the output needed.

Nevertheless, as mentioned in Section 4.2, in terms
of time consumption for the training phase, training
the twin model does not take much time, and achiev-
ing such a model does not need to train a whole new
model from scratch.It can be initialized with the base
model and apply some changes on for a few more
epochs. Furthermore, there are no false positive or
false negative cases regarding the detection of adver-
sarial queries sent to the victim model since there
is no detection. The predictions work properly till
one decides to use them in a gradient estimation al-
gorithm. In that case the predictions will produce
somewhat confusing gradient estimations for the at-
tacker and act as some kind of honeypot, causing the
attack algorithm to move in unintended directions
without realizing and hence decreasing the probability
of convergence for the adversarial example crafting

Figure 3. Cosine similarity for the baseline mode (blue dots)
compared to the twin models f and h trained with the proposed

loss function (red dots) using parameters α=1, β=0.5, and
δ=0.05

algorithm.

Also, the difference imposed by the proposed loss
function on the outputs of the two models for the ex-
act same input while still remaining reliable in terms
of prediction accuracy is totally observable. As fur-
ther investigation, in this section, we examine the
effect of the proposed loss function on the Cosine
Similarity between the outputs of the two models. As
a baseline, we first consider a scenario where the base
model is the original model f , and the twin model,
denoted as f ′, is a separate model trained indepen-
dently under identical conditions. Both models are
trained using the standard Cross Entropy loss with-
out the proposed loss function for 100 epochs, achiev-
ing an accuracy of approximately 94.38%. We use the
CIFAR-10 test set as input for both models and plot
the Cosine Similarity of their outputs. As shown in
Figure 1, the Cosine Similarity between the outputs
for the same inputs tends to approach one across a
wide range of instances.

After observing the behavior of two regular models,
we conduct the same experiment with the base model
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Figure 4. Cosine similarity for the baseline mode (blue dots)
compared to the twin models f and h trained with the pro-

posed loss function (red dots) using parameters α=1, β=1, and
δ=0.05

f and a twin model h, this time, training the twin
model using the proposed loss function. We then
compare the Cosine Similarity of this scenario with
the baseline. Specifically, we train the base model f
and the twin model h using parameters α=1, β=0.1,
and δ=0.0001, and calculate the Cosine Similarity
of their outputs on the CIFAR-10 test set. We also
repeat the experiment with the same base model f
and twin model h, adjusting the parameters to α=1,
β=0.5 and 1, and δ=0.05.

The results are presented in Figure 2, Figure 3,
and Figure 4. The red dots correspond to the non-
basis scenarios, representing the twin model h with
the different parameter settings mentioned earlier.
As expected, increasing the coefficient of the second
term in the proposed loss function, β, results in a de-
crease in the Cosine Similarity between the outputs
of the twin models f and h. This similarity can ap-
proach zero, indicating orthogonality, or in extreme
cases, reach -1, signifying that the output vectors are
pointing in opposite directions.

As expected, the configuration shown in Figure 2

exhibits the least deviation from the baseline, while
also maintaining better performance overall. Unlike
the other two configurations, this setup preserves the
model’s accuracy to a greater extent, with minimal
impact on the twin model h’s ability to make correct
predictions. Specifically, the twin model h in Figure 2
achieves an accuracy of 93.87%, whereas the twin
models in Figure 3 and Figure 4 have lower accura-
cies of 92.24% and 91.49%, respectively. As stated in
Section 4.5, if the base model f had a higher accu-
racy, a 1-2% decrease in accuracy could be accept-
able. However, with the ResNet18 architecture used,
which achieves a maximum accuracy of 94.38% on the
CIFAR-10 dataset, we opted to avoid settings that
cause more than a 1% drop in accuracy for this set
of experiments as well.

4.8 An Attempt to Improve the Proposed
Method

In Section 3.3, we described a recursive technique to
enhance the effect of the new loss function on the
output values of the twin model h. We will now put
this technique to the test. We implemented a 4-step
threshold for the recursive scheme, defining batches of
size four and training model h for ten epochs. Similar
to previous experiments, we tested NES and Bandits
attacks on both twin models f and h. The results are
shown in Table 3. The base model f , with an accuracy
of 94.36%, was used in the training phase of model
h, consistent with previous experimental setups. The
detailed computations related to the Cosine similar-
ity term in each epoch, led to a 10-epoch training
phase for this set of experiments, unlike prior ones.
As observed, the only notable positive change is a 1%
improvement in defense against the Bandits attack,
which is not a significant enhancement. Additionally,
the average number of required queries for this attack
has significantly declined, which is undesirable. How-
ever, we may be able to improve the defense by in-
creasing the batch size for each training data sample.

5 Future Work

In addition to all the discussions made in Section 4.7
on how to build a more efficient twin model in terms
of storage and memory consumption, As shown in
Section 4.6, the proposed method in this research can
effectively counter two of the most powerful black-
box adversarial attacks in the literature. It not only
reduces the success rate of these attacks to about
50% of their success rate against a defenseless model
but also performs slightly better than its rival de-
fense against the more powerful of the two attacks, all
without compromising the utility and accuracy of the
target models. However, these results were obtained
with limited resources and models with restricted ca-
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Table 3. DTF in a recursive mode with threshold of 4 and its effectiveness test results against NES and Bandits attacks

Model h train phase settings NES Bandits

row alpha beta delta acc Success rate Avg # queries Success rate Avg # queries

1 1 0.1 0.05 93.36% 0.2001 402 0.3357 53

pacity. Models with more extensive architectures and
additional hyperparameter tuning can be employed
to experiment for enhanced results.

As another suggestion, both models f and h can be
trained simultaneously while applying the difference
between them. This can be achieved by adding the
cross-entropy term for training model f to the target
loss function during the training phase:

CrossEntropy (f (x) , y) +

CrossEntropy (h (x) , y) +

CosineSimilarity(
f
(
x + δ

→
ϵ1

)
, h

(
x + δ

→
ϵ2

)) (4)

With this approach, the two models have more free-
dom to tune themselves.

Another way to improve the defense could be to use
more than two models, in case of sufficient resources
at hand. For instance, by using three models f , h,
and g, training f in a standard manner, and training
h using f with the proposed method —where f and
h can also be trained simultaneously as described
before— Then, considering model g and training it
using the following optimization:

CrossEntropy (g (x) , y) +

CosineSimilarity(
g
(
x + δ

→
ϵ1

)
, choice

(
x + δ

→
ϵ2

)) (5)

In this approach, the choice alternates between f(·)
and h(·). More models can be trained using this pro-
cedure as well, but there must be a tradeoff, the more
models used, the less difference will exist among the
outputs corresponding to noisy inputs. Additionally,
we might struggle to maintain the accuracy of the
models, and the later a model trains in this pipeline,
the poorer its functionality may become.

Furthermore, out-of-distribution data could be
leveraged to train the twin model h as well. The
current experiments have solely focused on in-
distribution data from the CIFAR-10 dataset, using
CIFAR-10 test data.

6 Conclusion

In this research, we proposed a novel defense method
against query-based black-box adversarial attacks,
called Divergent Twins Fencing or DTF, which em-
ploys two models slightly different in terms of the

training method, in order to confuse an adversary
leveraging a zeroth order optimization algorithm dur-
ing crafting adversarial examples. The analysis shows
that this defense can be a good tool in protecting
a deep neural network and act better than the pre-
vious defense methods in some cases and can still
improve. The highlight of this research is the new out-
of-box point of view on the query-based black-box
adversarial defense problem in the sense of consider-
ing an assistant target model alongside the original
target model that does not need as much training as
the original one, but only more memory to store the
new weights and parameters, and all transparent to
the adversary. This can be compared to the defense
methods, which save the whole sequence of all users’
queries to detect an attack! Further experiments can
be explored in order to improve this method as ex-
pressed in Section 5 as well.
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