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A B S T R A C T

Generative Adversarial Networks (GANs) are commonly used in various

applications. Different membership inference attacks have been carried out

against GANs. However, the accuracy of these attacks decreases with a large

number of training samples, and there have been no attacks conducted against

privacy-preserving GAN models with dependent or independent datasets.

Therefore, this paper proposes a fine-grained inversion-based attack. In

this proposed attack, fine-grained reconstruction error is utilized to infer

the membership or non-membership of given samples. To calculate the

reconstruction error, an inversion-based encoder is trained, and the latent

code obtained from the encoder is refined using a Genetic Algorithm. The

membership status of the candidate target sample is determined using the

reconstruction error of the segmentations of the target sample. The proposed

attack can be executed by accessing the generator network in both black and

white-box settings. The accuracy of the proposed attack is compared with

other relevant studies, demonstrating its superior performance. Furthermore,

the results indicate that privacy-preserving mechanisms do not ensure that

dependent data does not disclose information about individual samples.

© 2025 ISC. All rights reserved.

1 Introduction

In recent years, GANs [1] have been widely utilized
to generate high-quality synthetic samples and ad-

dress issues such as data scarcity, data imbalance,
and minority samples. The extensive use of GANs in
various applications has attracted the attention of ad-
versaries seeking to launch different attacks against
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GANs. Many of these attacks focus on extracting in-
formation from the training data, compromising its
privacy. Since training data holds competitive, com-
mercial, and security value, and safeguarding its pri-
vacy is often a legal requirement in many applications,
these attacks are significant. The privacy attacks en-
compass membership inference attack, attribute in-
ference attack, and property inference attack. In a
membership inference attack, the attacker seeks to
ascertain whether a specific record was utilized in
the model’s training. In an attribute inference attack,
the attacker tries to deduce unknown attributes of a
training record based on partial information. Prop-
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erty inference attack seeks to understand the statisti-
cal properties of the training data distribution.

Salem et al. [2] investigate the connections between
privacy attacks and find that the property inference
attack stands apart from other privacy attacks. This
is because the property attack focuses on inferring
the distribution of training data rather than individ-
ual training records. Also, they show that defending
against attribute inference attacks is easier compared
to safeguarding against membership inference attacks,
underscoring the significance of the latter. Conse-
quently, several membership inference attacks [3–12]
are conducted against GANs to assess and measure
the privacy vulnerabilities of GANs. In these attacks,
to determine the membership of the specific sample,
some methods [3, 4] replicate the victim model’s be-
havior by training a shadow model. In contrast, oth-
ers [5] estimate the training data distribution using
an auxiliary dataset, and still others [6–12] assess the
distance measure between training members and non-
members. The distance measures include the count of
nearest synthetic samples to the target sample [6], re-
construction error [7–10], representation similarity to
the synthetic samples [11], and the number of similar
semantic attributes to the synthetic samples [12]. The
outcomes of these attacks reveal that the effective-
ness of membership inference attacks decreases when
the number of model training samples is high. Fur-
thermore, no successful membership inference attacks
have been executed against GAN privacy-preserving
mechanisms. Conversely, Humphries et al. [13] demon-
strate that in cases where the training data samples
exhibit statistical dependencies, the success rate of
membership inference attacks against discriminative
models increases. Additionally, differential private
mechanisms no longer ensure that the dependent data
does not disclose information about the individual
sample. However, as we know, no membership infer-
ence attack has been implemented against privacy-
preserving GAN mechanisms with dependent training
data.

In this paper, a membership inference attack
against GANs is presented, which is more efficient
than related works. It shows, for the first time, that
privacy-preserving GAN models with data depen-
dency leak information about individual samples. In
the proposed method, fine-grained reconstruction
error is used to infer membership. The primary moti-
vation for investigating the fine-grained reconstruc-
tion error is the results presented by Sun et al. [12].
They show that in disentangled GANs such as Style-
GAN [14], semantic attributes of human face images
are reconstructed with more confidence. Therefore,
in their proposed attack, a face image is considered a
member if more than half of the attributes of the can-

didate image are reconstructed with high confidence.
However, specifying non-trivial attributes for human
face images is practical, but it is not practical for
many applications. Also, training a classifier for each
attribute has a high computational overhead. Addi-
tionally, the method presented by Sun et al. [12] is
limited to disentangled GANs such as StyleGAN [14].
Therefore, in this paper, the reconstruction error of
different segmentations of images is investigated, and
an image is considered a member if the segmenta-
tions are reconstructed with more confidence. The
proposed attack does not require the extraction of
meaningful attributes from the image, and it does
not require the overhead of classifier training. It
can be used with all types of GANs. This attack is
conducted in a white-box generator threat model,
but it can be extended to the black-box setting.

Briefly, the contributions of the paper are as fol-
lows:

• Presenting a membership inference attack that
assesses membership status by analyzing the
reconstruction error of image segments. The at-
tack is conducted in a white-box setting and
extended to a black-box setting. It can be exe-
cuted against various GAN victim models.

• For the first time, performing attacks on private
and non-private GAN victim models, utilizing
a dependent training dataset.

• Evaluating the proposed attack and comparing
it with related attacks.

The paper is structured as follows. Section 2 exam-
ines membership inference attacks against GANs. Sec-
tion 3 introduces GAN concepts, membership infer-
ence attacks, and GAN inversion methods. Section 4
outlines the proposed attack. Section 5 evaluates the
attack, and finally, Section 6 summarizes the findings
and presents the conclusion.

2 Related Work

Various membership inference attacks are conducted
against GANs to understand and quantify the pri-
vacy leakage of GANs. Based on the attacker’s knowl-
edge about the model, these attacks are divided into
four categories. These categories from the lowest level
knowledge to highest level knowledge are: 1) full
black-box generator, where only synthetic samples
are available, 2) partial black-box generator, where
the attacker can access the latent code and corre-
sponding synthetic sample, 3) white-box generator,
where the attacker has access to the generator in a
white-box manner, meaning the generator’s model
and parameters are also available, 4) accessible dis-
criminator, where the discriminator is also available
to the attacker [8].
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The first membership inference attack against
GANs was introduced by Hayes et al. [3]. Their attack
is conducted in both discriminator-accessible and full
black-box generator settings. In the discriminator-
accessible setting, the discriminator’s output is
utilized to deduce the membership of the target can-
didate. In the full black-box attack, a shadow model
is trained, and the output of this shadow model’s
discriminator is employed to differentiate between
member and non-member samples. Hu and Pang [4]
also propose an attack in the discriminator-accessible
setting with shadow model training. In their attack,
the output of the shadow model’s discriminator is
used to cluster the synthetic samples into regions that
determine members and non-members of the train-
ing dataset. The availability of the victim model’s
discriminator is not a practical assumption, as in
many scenarios, only the trained generator or the
generated synthetic samples are released.

In [5], a full black-box generator attack is presented
where the attacker estimates the real data distribu-
tion by accessing an auxiliary dataset. Then, using
the estimations of both the real data distribution and
the synthetic data distribution, the attacker infers the
membership of the target sample. However, the avail-
ability of such an auxiliary dataset is not a practical
assumption in many scenarios.

Conduction membership attacks against GANs by
accessing only the trained generator and/or synthetic
samples are discussed in [6–12]. In these attacks, the
distance measure between the synthetic generated
samples and the target candidate sample is utilized
to infer the membership status of the target sample.
Hilprecht et al. [6] propose an attack where the num-
ber of nearest synthetic samples to the target sam-
ple is employed to determine the membership status
of the target sample. Chen et al. [8] use the recon-
struction error of the target sample to ascertain its
membership. Their attack is executed in full black-
box generator, partial black-box generator, and white-
box generator settings. Liu et al. [7] also carry out
a white-box generator attack against GANs, where
for each target sample, a neural network is trained
to compute the reconstruction error. In the methods
presented in [6–8], when an attacker seeks to deter-
mine the membership status of multiple target sam-
ples, the runtime of the attack is considerable [10].
Therefore, to optimize the attack runtime and en-
hance the performance of the attacks, Azadmanesh
et al. [9, 10] propose a white-box generator attack
where an auto-encoder is trained using synthetic sam-
ples, and the trained model is utilized to infer the
membership of target samples. To improve upon the
results of Azadmanesh et al. [9, 10] and to balance
performance with computational cost, this paper em-

ploys a hybrid GAN inversion method to conduct the
attack. Sun et al. [12] utilize the reconstruction error
of non-trivial attributes of human faces to perform a
membership inference attack against StyleGAN [14].
Their attack represents the first membership infer-
ence method that leverages the reconstruction error
of image segmentations rather than the entire image.
While identifying non-trivial attributes for human
face images is feasible, it poses challenges for many
other applications. Additionally, training a classifier
for each attribute incurs significant computational
overhead. This paper presents a practical solution
that employs fine-grained reconstruction error, ap-
plicable to non-face images and various victim GAN
models. For the first time, the proposed attack is im-
plemented against privacy-preserving GAN models
with dependent training datasets.

3 Background

3.1 Generative Adversarial Network

GAN is a generative model introduced by Goodfel-
low [1]. The GAN architecture comprises two neural
networks, i.e., a generator, G, and a discriminator, D.
The generator produces synthetic samples that resem-
ble real ones, while the discriminator distinguishes
between the generated synthetic samples and the real
training sample. The generator takes a latent code (z)
from the latent distribution (pz) as input and maps it
to the real data distribution (pdata) in an attempt to
deceive the discriminator. The discriminator, on the
other hand, maps the real data distribution (pdata)
to a real number that approximates the difference
between the generated synthetic sample distribution
and the real data distribution. Formally, the GAN
training objective is formulated as [15]:

min
θG

max
θD

L( θD, θG) = Ex∼pdata
[ f(DθD (x) ) ]

+Ez∼pz [ f(−DθD (GθG( z) ) ) ]
(1)

Where θG and θD represent the parameters of the
generator network and the discriminator network,
respectively. f is a concave function. If f(u) =
− log( 1 + exp(−u) ) and f(u) = u, then the origi-
nal GAN optimization objective [1] and Wasserstein
GAN (WGAN) optimization objective [16] are ob-
tained, respectively.

To enhance the functionalities of GANs, various
versions of GANs have been developed to improve the
latent space [14, 17–19], loss function [16, 20, 21], and
architectures [22, 23]. Specifically, certain GAN vari-
ants like StyleGAN [14] and PGGAN [19] aim to learn
a meaningful mapping from latent codes to the gener-
ated synthetic samples. However, an attribute-based
attack [12] has shown to be more effective against
these variants. This paper introduces an inversion-
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based attack that can effectively target different types
of GANs. For this purpose, WGANGP [20] is cho-
sen as the target model. The training objective of
WGANGP is defined as [20]:

min
θG

max
θD

Ex∼pdata [DθD (x) ) ] − Ez∼pz [DθD (GθG ( z) ) ]

+λ( ∥∇x̃DθD ( x̃) ∥2−1) 2 (2)

Where θG and θD denote the parameters of the gener-
ator network and the discriminator network, respec-
tively. pdata is the real data distribution and pz is
the latent code distribution. x̃ = ϵx+ (1− ϵ)GθG(z),
where x ∼ pdata, z ∼ pz and ϵ is a uniform random
number sampled from [0, 1].

3.2 Membership Inference Attack

Membership inference attacks are commonly con-
ducted against GANs to breach privacy. In this type
of attack, the goal is to determine if a specific sample
is part of the training data. Formally, given a target
sample, xtarget, a trained generative model, M( θ) ,
and prior knowledge auxiliary, aux, a membership
inference attack is defined as the follows:

A : xtarget,M( θ) aux,→ {0\1} (3)

Here, the output of 0 or 1 indicates whether xtarget

is a non-member or a member of the training data
used by M( θ) .

3.3 GAN Inversion Methods

GAN inversion aims to map a given image to the la-
tent code space so the generator can reconstruct the
image from the inverted latent code. GAN inversion
methods are categorized into three groups: 1) learning-
based methods, 2) optimization-based methods, and
3) hybrid methods. In learning-based methods, an
encoder is trained to map the image to the latent
code space. In optimization-based methods, the objec-
tive function is optimized through back-propagation
to find a latent code that minimizes the reconstruc-
tion error. Optimization-based methods outperform
learning-based methods but come with higher com-
putational costs. To balance performance and com-
putational cost, an encoder is first trained to find an
initial latent code, which is then refined through an
optimization algorithm [24]. This paper utilizes a hy-
brid method to determine the latent code associated
with the candidate image.

4 Proposed Attack

4.1 Adversarial Knowledge

In this attack, it is assumed that the attacker has
white-box access to the generator network and the
discriminator network is not available. This is a com-

mon scenario where the model developer releases the
trained generator network for users to create numer-
ous synthetic samples. In Section 4.3, we will discuss
the development of the model to the full-black box
generator. Also, this attack does not consider any aux-
iliary dataset or knowledge about the training data.

To evaluate the method, similar to related works,
it is assumed that a randomly shuffled dataset con-
taining an equal number of member and non-member
samples is accessible, and the attacker aims to classify
them. This dataset is named attack set. The accuracy
measure is used to evaluate the attack. The perfor-
mance baseline, equivalent to a random guess, has an
accuracy value of 0.5.

4.2 Attack Model

When a GAN model is overfitted to the training
data, the training samples [25, 26] or the components
of the training samples, such as the non-trivial at-
tributes [12], are constructed with more confidence.
Therefore, the reconstruction error estimation is uti-
lized to carry out this attack. To achieve this goal,
a hybrid inversion-based method is employed. Ini-
tially, an inversion-based encoder is trained to map
synthetic images to the latent space. The goal is for
the images reconstructed by the generator based on
the latent codes to resemble the original synthetic im-
ages closely. Subsequently, to enhance the estimation
of the latent code, the estimated latent code is opti-
mized using a Genetic algorithm. The choice of the
genetic algorithm is justified by its ability to avoid
getting stuck in local optimal points, unlike gradi-
ent descent methods, and its superior performance in
scenarios with a vast search space. Once the optimal
latent code is determined, the inference regarding
the membership or non-membership of a candidate
sample is based on the fine-grained reconstruction
error. In other words, the decision on the member-
ship of a candidate sample is made based on the level
of confidence in the reconstruction of various image
segments. The proposed attack comprises three main
steps: 1) training the inversion-based encoder, 2) re-
fining the latent code associated with each candidate
sample using the Genetic algorithm, and 3) inferring
the membership of the candidate samples based on
the generator’s confidence in reconstructing different
segments of the candidate image. Figure 1 provides a
high-level overview of the proposed attack.

Training the inversion-based encoder: In this
step, the attacker initially provides the training
dataset to train the encoder. To accomplish this,
he/she provides latent code (zi) to the generator
of the victim model and receives the corresponding
synthetic sample (xi). Once a set of m synthetic
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Figure 1. High-level overview of the proposed attack

samples is generated, {x1, x2, ..., xm}, it is utilized to
train the encoder. The encoder then maps the syn-
thetic samples to the latent code space. The encoder
needs to generate a code that, when injected into
the generator, reconstructs an image resembling the
original image. The training objective of the encoder
is formally defined as:

minθE ||G(E(x) ) − x) ||2 (4)

Where E represents the encoder and G represents
the generator network. θE denotes the encoder pa-
rameters. z and x denote the original latent code and
original image, respectively.

Refining the latent code associated with each
candidate sample using the Genetic algorithm:
In this step, the latent code for each candidate im-
age in the attack set is obtained by injecting it into
the trained encoder. Then, the refinement process in-
volves using the Genetic algorithm to minimize the
reconstruction error when this refined latent code
is inputted into the generator network. In the Ge-
netic algorithm, initially, a population is created for
each candidate image, xi, consisting of npop mem-
bers. These members include the original latent code,
E(xi) , and npop − 1 neighboring codes generated by
adding random Gaussian noise with zero mean and
a small variance to the original latent code. There-
fore, the initial population is {p1 = E(xi) , p2 =
E(xi) +N( 0, ϵ) , ..., pnpop = E(xi) +N( 0, ϵ) }. Each
member in the population has a number of chromo-
somes equal to the number of dimensions of the latent

code space, and these chromosomes have a real value.
The Genetic operator is then applied to create off-
spring through crossover and mutation. In crossover,
two random parents are selected, and parts of their
codes are exchanged from a randomly selected index.
In mutation, a random chromosome of the selected
parent alters to a new value drawn from a Gaus-
sian distribution with zero mean and unit variance.
Subsequently, the population is sorted based on non-
domination, where one individual, pk, dominates an-
other, pj , if it results in lower reconstruction error,
denoted by ||G(E( pk) ) −xi||2< ||G(E( pj) ) −xi||2.
The elites are chosen for the next generation, and
this process is repeated for niter iterations. Figure 2
shows the population initialization, crossover, and
mutation operation.

Inferring the membership of the candidate
samples: In this step, the attacker separates the
members and non-members of the attack set based on
the fine-grained reconstruction error. To achieve this,
each candidate image and its reconstructed image are
segmented into smaller parts. The attacker then de-
termines whether a candidate image is classified as a
member image by analyzing the reconstruction error
of these important segments. As demonstrated in the
following section, the accuracy of the attacker’s detec-
tion is influenced by the selection of segments. Opt-
ing for segments that capture significant parts of the
image enhances the accuracy of the process. For in-
stance, focusing on segments containing handwritten
numbers in MNIST images rather than background-
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Figure 2. Population initialization, crossover and mutation operation in Genetic Algorithm

related parts improves accuracy. Once the crucial
segments of the images are identified, the attacker
assesses the membership of the image based on the
confidence level of these segments. To do so, the re-
construction error of each segment is compared to an
adjustable threshold value, thS . If the error exceeds
this threshold, the confidence level for the segment’s
membership is set to zero; otherwise, a higher con-
fidence level is assigned for lower reconstruction er-
rors. Formally, if a specific segment is denoted as Si

and its reconstructed counterpart as R(Si) , the con-
fidence level of the segment’s membership, conf(Si) ,
is defined as follows:

conf(Si) =

{
thS−||Si−R(Si) ||2

thS
if ||Si − R(Si) ||2< thS

0 otherwise

(5)

After determining the membership confidence
level of each important segment, an image is con-
sidered a member of the training data if the sum of
the confidence levels of the important segments is
higher than an adjustable threshold, th. Formally,∑N

i=1 conf(Si) < th, where N is the number of
important segments.

4.3 Black-Box Settings

In a black-box setting, the attacker only has query
access to the generator network, allowing he/she to
obtain the synthetic generated samples. The attacker
begins by training a GAN model, known as a shadow
model, using synthetic images generated by the victim
model. Once the shadow model is trained, the attack
follows the method outlined in the previous section.
This involves teaching an inversion-based encoder, re-
fining the latent code associated with each candidate
image using the Genetic algorithm, and ultimately
determining the membership of each candidate image
based on fine-grained reconstruction error.

5 Exprimental Results

In this section, we compare the proposed attack to
LOGAN accessible discriminator [3], LOGAN full

black-box attack 1 [3], GAN-leak white-box genera-
tor 2 [8], and the attack by Azadmanesh et al. [10]. In
LOGAN accessible discriminator, the discriminator is
accessible, making it the most knowledgeable attack.
In the other attacks, only the generator is accessi-
ble. In the GAN leak white-box generator and the
attack in [10], the generator is accessed in a white-
box manner, while in the LOGAN full black-box at-
tack, only the synthetic samples are available. For
the experiments, we use the MNIST dataset, which
includes 70000 labeled handwritten digit images split
into 60000 training and 10000 test samples, each be-
ing a 28×28 grayscale image.

Victim model: The victim model’s network archi-
tecture is similar to [27], with a variable training data
size. The learning rates for the discriminator and gen-
erator are set to 5∗10−5. The number of iterations on
the discriminator and the generator are 4 and 1 ∗ 105
, respectively. The coefficient of gradient penalty in
the WGANGP training objective is 10, and the batch
size for training all victim models is 64. All victim
models are implemented in TensorFlow.

Attack model: In the attack model, the architecture
of the inversion-based encoder is illustrated in Table
1. The learning rate and the number of training iter-
ations are 0.001 and 4 ∗ 105, respectively. The batch
size is set to 64, and 12800 synthetic samples are uti-
lized to train the encoders. In the Genetic Algorithm,
the number of population members (npop), the num-
ber of iterations (niter), and mutation probability
are set to 20, 50, and 0.5, respectively. To create the
initial population for each candidate image in the Ge-
netic Algorithm, the variance of zero-mean Gaussian
noise(ϵ) is set to 0.005. To analyze the fine-grained
error construction, the MNIST images are segmented
into 16 segments, each segment being 7 ∗ 7, and six
important segments are chosen as depicted in Fig-
ure 3 to compute the fine-grained reconstruction er-

1 https://github.com/jhayes14/gen mem inf
2 https://github.com/DingfanChen/GAN-Leaks
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Table 1. The architecture of the inversion-based encoder

Layer Output Size Details

Cov2D (None,14,14,64)

Kernels:64

Kernel size:5*5

Stride:2

Cov2D (None,7,7,128)

Kernels:128

Kernel size:5*5

Stride:2

Padding (None,8,8,128)

Cov2D (None,4,4,256)

Kernels:256

Kernel Size:5*5

Stride:2

Reshape (None,4*4*4*64)

Batch Normalization (None,4*4*4*64)

Fully Connected (None,128) 4*4*4*64-¿128

ror. For normalized MNIST candidate images, where
each pixel is within the range of [−1, 1] , ths and th
are defined as 0.24 and 0.24 ∗ 6 = 1.44, respectively.

Figure 3. The selected important segments

Experiment results: In the first experiment, the
accuracy of the proposed attack is compared with
other works. As shown in Figure 4, the accuracy of
the proposed attack is higher than other generator-
accessible attacks, but lower than LOGAN accessible
discriminator attack. This emphasizes that the dis-
criminator, by directly accessing the training data,
leaks more information about the training records.
Additionally, the figure illustrates that as the num-
ber of training samples increases, the accuracy of all
attacks decreases. It is important to note that com-
pared to our previous work [10], we have implemented
two improvements: refining the reconstruction error
with the genetic algorithm and calculating the fine-
grained reconstruction error, resulting in an average
accuracy increase of 6.6%.

In the second experiment, the execution time of
the proposed attack is compared with other white-
box generator attacks. These attacks are conducted
in Tensorflow on a Windows server with an Intel Core
i9, one GTX 2080 GPU, and 50 GB of memory. The
results are illustrated in Figure 5. The figure demon-
strates that the execution time of the proposed attack
is significantly lower than the GAN-Leak white-box
generator attack [8]. However, due to the enhance-

Figure 4. Comparison of different attacks’ accuracy versus
different sizes of training data

ments implemented, the execution time of the pro-
posed method is higher than the method of Azad-
manesh et al. [10].

Figure 5. Comparison of different attacks’ execution time
versus different sizes of training data

In the third experiment, the impact of segment
selection on the accuracy of the proposed attack is
assessed. As depicted in Figure 6, the accuracy of the
attack is affected by the choice of segments. Typically,
opting for segments that feature handwritten numbers
in MNIST images, as opposed to background-related
areas, leads to enhanced accuracy. The exploration
of a systematic approach to identifying important
segments will be a focus of future research.

The fourth experiment explores how data depen-
dencies can impact the accuracy of the proposed at-
tack in GANs. Following the approach used by [13],
we create two datasets with 4096 random samples.
The first dataset includes figures 0, 1, 2, 3, 4, while
the second dataset includes figures 5, 6, 7, 8, 9. The
victim model is trained on the first dataset, and the
attack set is a combination of both datasets. Addi-
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Figure 6. The impact of segment selection on the accuracy of

the proposed attack

tionally, to assess the accuracy of the proposed attack
against differential private mechanisms in GANs, two
victim models are trained using the GANobfuscator
method [28] with both dependent and independent
datasets. In these models, the parameters of differ-
ential privacy, such as the confidence parameter δ
and privacy budget (ϵ), are set to 10−5 and 4, respec-
tively. Figure 7 illustrates how data dependencies im-
pact the accuracy of the proposed attack. This figure
demonstrates that data dependencies increase the at-
tack accuracy against non-private and private GAN
victim models. Furthermore, it shows that when a
privacy-preserving method is trained on a dependent
dataset, the attack accuracy surpasses random guess-
ing, i.e., 0.5. This finding confirms that differential
private GAN mechanisms no longer guarantee that
dependent data does not reveal information about
individual samples.

Figure 7. The impact of data depndency on the accuracy of

the proposed attack

In previous experiments, the generator network was
accessible to the attacker in a white-box manner. As
described, the suggested attack can also be applied
in a black-box configuration. In this experiment, the
effectiveness of the attack in the black-box scenario
is evaluated. To achieve this, the attacker acquires
4096 synthetic samples from the victim model and
utilizes them to train a shadow model with the same
architecture described in [27]. In this experiment,
four victim models used in the previous experiment
are considered, and the accuracy of the black-box is
compared with the accuracy of the white-box. The
results are illustrated in Figure 8. It can be observed
from this figure that the accuracy of the proposed
attack is lower in the black-box setting compared to
the white-box setting.

Figure 8. The accuracy of the black-box setting compared
with the accuracy of the white-box

6 Conclusion

In this article, a membership inference attack against
GANs has been proposed. The attack involves train-
ing an encoder, obtaining the latent code for each
sample in the attack set using the encoder, refining
the latent code with the Genetic algorithm to enhance
the reconstruction error, and inferring membership
status based on the fine-grained reconstruction er-
ror. The attack can also be applied in a black-box
setting by training a shadow model. Evaluation re-
sults demonstrate higher accuracy compared to simi-
lar methods, with accuracy decreasing as the train-
ing data set size increases. Moreover, higher accuracy
is achieved on both private and non-private victims
when the training dataset is dependent.

There are several future directions to consider. One
future work includes evaluating the method with dif-
ferent GAN models and datasets. Another future task
is to develop a systematic approach for selecting im-
portant segments of candidate images to calculate the
fine-grained reconstruction error. Additionally, evalu-
ating and enhancing the efficiency of the black-box
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method in conjunction with model extraction attacks
is another area for future research.
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